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Numeric forcasting models, whether for finance, engineering, or 
science, can often be improved by thorough validation and 
calibration.  This document gives hints on how to tune, calibrate, 
and check price/probability models that are built with the MCarloRisk 
app.

In the prior white paper (AAPL $320?  A Monte Carlo case study), we 
discussed how to set up a predictive model to get price / probability 
estimates of the "AAPL $320" price target.

Here, we will take the same APPL price series and show some methods 
that we can use to withhold daily price data and see how well our 
model would have forecasted into the withheld time frame.  Then, we 
show how to adjust a couple of model parameters to try to improve the 
forecasts.

Model setup

We begin as before on the first screen of the app by typing the 
symbol AAPL and pressing the Download button to get the latest data 
from Yahoo Finance.

Next, we go to the Monte Carlo tab and set up a backtest scenario. 
In the previous study, we wanted to look into a price data set from 
Feb 4 2013 onward due to the specifics of another analyst's report. 
Here, we are concerned with model validation in general, so we won't 
worry about the Feb 4 start date as such.  

This test is run with daily price data up to Mar 1 2013.  We will 
withhold about a year's worth of data (back to about Mar 1 2012) and 
forecast into the March '12 to March '13 year.

We enter the following numbers to start (see Figure 1 below):

days withheld 252
days fwd 252
days backward to sample 252

(252 ~= 1 year's worth of trading days; recall that the app deals in 
trading days not calendar days)

http://diffent.com/AAPL320arialP.pdf


Figure 1:  Model setup

We don't need to enter a strike price as in the prior paper, since we 
are looking at overall behavior of the model rather than at a 
particular price level.

All other settings we leave as default.  Then we press Run MC, and 
press the Plot button to examine the results:

Figure 2:  Baseline results



Curve description

So we see here in Figure 2 that the blue curve is actual AAPL price 
data from the last year.  

The green curve ascending is the median (50th percentile) value of 
the random walks that were generated by the app.  We can see 
conceptually this "average" or median effect if we turn the random 
walk traces on by pressing the Traces button.  

Figure 3:  Traces on

As the reader can see, the green curve does seem that it is capturing 
the average behavior of the random walk cloud.  However, this green 
curve does not seem to capture the "average" behavior of the actual 
(blue) price curve.  We will have more to say on this shortly.  Also 
note that only 300 random walk traces are shown...there are many more 
(50000 by default) generated.  It's not practical to show all of the 
traces on screen at once, so we only show 300 to give the user an 
idea of what is going on in the model.  The green curve is not a 
straight line in general, though often it is approximately straight. 
It captures any potential curvature in the aggregate behavior of the 
random walks.  It seems as if this particular median curve has a 
gentle curvature upward over time.  This is essentially the "linear 
drift" that is a feature of some time series models.  We don't 
compute this drift term explicitly; rather, it is an emergent feature 
of the random sampling process.  

This green curve is the 50th percentile curve of the random walks.

This means is that there is a 50% chance that the actual observed 
value will be higher than the green curve, and a 50% chance that the 
actual value will be lower than the green curve, according to the 
model and over a long time period. 



First calibration problem

We can see by inspection that the blue actual curve is below this 
green curve much more than 50% of the time in this 1 year period, 
even though it does seem to do an okay job of capturing the trend in 
the first half of the year.  Hence, it seems that our model is 
uncalibrated with respect to the 50th percentile curve, over this 
full 1 year period.  

Here, then, is a potential tripping point when calibrating 
probability forecasting models.  The 50th percentile curve seemed to 
capture the average behavior of the actual values fairly well in the 
first half of the year.  Then there was the most recent six month 
period where the actual behavior was not captured even approximately. 
But can we say definitively that the actual behavior will be captured 
properly (or not) into the next one year period (the period into the 
future:  to March 2014).  No, we cannot.  So this presents a 
philosophical dilemma:  is it better to just make a random walk model 
using external information to tell us how much prior data to include, 
and don't bother calibrating at all?  Or is it better to try to do a 
little bit of calibration and checking versus a near-term future 
period (approximated by withholding recent data)?  These are 
questions that the analyst should think about and study; we cannot 
provide a definitive answer in this short tutorial.

In this example, we are going to attempt to calibrate the model to 
the lower price curves (the 5th percentile and 1st percentile curve) 
rather than the 50th percentile curve.  In other words, we will treat 
loss risk as more important than expected future value or most 
probable future value.  We will attempt to calibrate to the extreme 
probability cases rather than the most probable cases.  However, this 
is the analyst's choice.  A user may be more interested in the most 
probable outcome of the random walks rather than the extreme values 
of the random walks.  In this case, he may want to pay more attention 
to getting that green median curve to better match the trend of the 
actual data in the withheld time period during the calibration 
procedures.  

Since this simple model has only two tuning parameters, it may not be 
possible to fully calibrate to all probability levels with a single 
calibration setting.  Furthermore, it may not be possible to ever 
calibrate to that green average probability curve over this 1 year 
period with only the two tuning parameters that we have at our 
disposal in the app.  The model may be too simple to capture what is 
going on in reality.  Such is a hazard of simple models.   

In this case, the analyst must use his judgement to determine which 
case is more important; or, he may apply different calibrations to 
different use cases (e.g. one calibration for the 50th percentile 
curve and another calibration for the extreme 1% risk curve).  Or, he 
may reject the model entirely as being inappropriate for a given 
forecast case.   
 
Curves representing more loss risk



The pink 5th percentile curve is the next curve we will look at: 
over the long haul, this 5th percentile curve is supposed to mean 
than there is a 1 in 20 chance (5%) that the actual value will go 
below this curve.  Eyeballing the graph, it seems that the actual 
curve went below the 5% forecasted value maybe 1/10th of the time (at 
the right side, or the most recent time period).  So this particular 
tuning of the model may have underestimated the 5th percentile risk 
somewhat over this time period. 

Note that in this discussion, underestimating a risk means that the 
risk curve is too high on the price scale. 

We say "may have underestimated," because with a 5th percentile 
curve, it is possible for the actual value to cross the risk envelope 
more than 5% of the time within a given year and still meet the the 
5th percentile criterion.  For example, note that in the first half 
of the validation year, the 5th percentile curve is never crossed by 
the actual value.  Does this mean that we are overestimating the risk 
in the first half of the year?  Perhaps yes, perhaps no.  Contrast 
this with the 2nd half of the validation year, where the 5th 
percentile curve is crossed at the end, at somewhere between 1/4 to 
1/3 of the time.  Does this mean that we are underestimating the 5th 
percentile risk in the 2nd half of the year?  Again:  Perhaps yes, 
perhaps no.  But, as we have mentioned, when we look at the year as a 
whole, the half-year errors balance out and the actual curve crossing 
is closer to the "5 percent of the time" target than either half 
years considered alone.  This discussion demonstrates that risk 
metrics such as this need to be looked at in the aggregate:  a model 
calibration that is appropriate for a 1 year forward period may be 
different than a model calibration for a near-term period.

Finally, the red 1st percentile curve represents a 1% chance that the 
actual price will go below it, in the long run.  We see that the blue 
actual price curve dips slightly below the 1% line at the end of its 
travel (on the right side), which is about what we might expect over 
a year...the actual value getting close to or crossing the 1% line a 
small number of times over a year.  

Model tuning example

The main model tuning or calibration parameter that this app provides 
is the number of days back from which to sample actual observed price 
data.  The secondary parameter which is based on this is the "linear 
decay back" setting.  In the next sections, we will demonstrate the 
effect of these two settings.

Primary tuning parameter:  days back

Set the days backward to sample to 1000, then press Run MC again, and 
when it is finished, show the plot by pressing the Plot button:



Figure 4: Days back to sample = 1000

Note here that the 5th percentile pink curve and the 1st percentile 
red curve are at lower price ranges now than in the earlier trial 
(compare to Figure 2).  The actual blue price curve doesn't cross 
either of these curves (within the 1 year [252 day] calibration time 
period that we have set up here).  

This may indicate that this particular (new) tuning setting yields a 
model that overestimates the risk of this equity over 1 year. 
Reality proved to be less risky than our model with this tuning, over 
this time period.

So even though we have included more days during the AAPL price run-
up (approximately 48 months of prior data instead of 12 months), our 
statistical random model paths walked to wider price ranges, and this 
was captured by the probability curves.  This may suggest that we 
have included more days of volatile price changes in our 
model...which is not necessarily a bad thing, if we want to estimate 
risk.

Secondary tuning parameter:  uniform or linear

Next, we can experiment with the "linear decay back" function.  Tap 
the days backwd to sample number (the 1000 we just entered), and 
above the keyboard you will see the buttons Uniform (which is the 
default) and Linear Decay Back.  Press the Linear Decay Back button, 
press Done on the keypad, then press Run MC again and view the Plot:



              
Figure 5:  Linear 1000 setup Figure 6:  Linear 1000 results

The default Uniform setting which we had used originally means that 
we want the app to uniformly (randomly) sample from each of the 1000 
days that we had specified...we don't want to give weight to any 
particular time period.  The linear decay back function (which we 
have now set) means that we want the app to give more weight to 
recent days, and less weight to prior days.  In other words, this 
setting tells the model to give Some consideration to things that 
happened a couple of years ago, but more consideration to things that 
happened recently.

Here we see the 5% (pink) and 1% risk curves at higher prices (versus 
Figure 4), such that the 1% risk curve is not quite touched by the 
actual price curve, and the 5% risk curve is in a similar location as 
in our first model.  Roughly speaking, the curves from this 1000 
day / linear model look closer to the original 252 day model curves 
(Figure 2) than to the 1000 day uniform sampling model (Figure 4). 
This makes sense intuitively, since the "linear decay back" feature 
means that we put more weight on recent days. 

These examples show how we can make some simple calibrations to our 
simple statistical model by adjusting how much prior data we use and 
how much weight we give to older data.

Hazards and tripping points

This is not the end-all of model calibration even with a simple model 
such as this; for example, we must be careful of "stock splits" and 
other artificial repricings in our data set, and we will find that 
the time period forward for which we want to calibrate may cause us 
to choose different calibration settings.  These topics will be 
covered in a future tech note.

After calibrating



After you have calibrated a model to your satisfaction, you can then 
set the "days withheld" to zero and forecast into the near term 
future with your calibrated model, setting a price target if you'd 
like (under the Opt button, as noted in our earlier paper), or 
looking at other price/probability aspects of a forward prediction. 
One must always remember that even with a properly calibrated model, 
forecasting into the future is fraught with various perils, and the 
simple random walk probability model that this app provides is best 
used for guidance, learning, and insight rather than as a precise 
numeric forecasting tool.


